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Parameters Activations Gradients Optimizer 
state

100 trillion parameters, FP32, Adam

400 TB 400 TB 800 TB(n/a)

= 1.6 PB

Parameters / Gradients Optimizer State Activations

Memory Bandwidth:

(Adapted from ZeRO-Infinity [Rajbhandari et al., 2021]; 
batch size 4, seqlen 1024, hidden dim 8K, 70 Tflop peak)
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Performance: Question Answering

Model #Params SQuAD v1.1 SQuAD v2.0

Ba
se

BERT 108M 90.4 / 83.2 80.4 / 77.6

ALBERT 12M 89.2 / 82.1 79.8 / 76.9

SSN-BERT 12M 90.1 / 83.0 80.7 / 78.0
La

rg
e BERT 334M 92.2 / 85.5 85.0 / 82.2

ALBERT 18M 90.5 / 83.7 82.1 / 79.3

SSN-BERT 18M 91.1 / 84.4 83.0 / 80.1

[Devlin et al., 2018; Lan et al., 2020]



spcl.inf.ethz.ch
@spcl_eth

7

Performance: Question Answering

Model #Params SQuAD v1.1 SQuAD v2.0

Ba
se

BERT 108M 90.4 / 83.2 80.4 / 77.6

ALBERT 12M 89.2 / 82.1 79.8 / 76.9

SSN-BERT 12M 90.1 / 83.0 80.7 / 78.0
La

rg
e BERT 334M 92.2 / 85.5 85.0 / 82.2

ALBERT 18M 90.5 / 83.7 82.1 / 79.3

SSN-BERT 18M 91.1 / 84.4 83.0 / 80.1

[Devlin et al., 2018; Lan et al., 2020]



spcl.inf.ethz.ch
@spcl_eth

7

Performance: Question Answering

Model #Params SQuAD v1.1 SQuAD v2.0

Ba
se

BERT 108M 90.4 / 83.2 80.4 / 77.6

ALBERT 12M 89.2 / 82.1 79.8 / 76.9

SSN-BERT 12M 90.1 / 83.0 80.7 / 78.0
La

rg
e BERT 334M 92.2 / 85.5 85.0 / 82.2

ALBERT 18M 90.5 / 83.7 82.1 / 79.3

SSN-BERT 18M 91.1 / 84.4 83.0 / 80.1

[Devlin et al., 2018; Lan et al., 2020]



spcl.inf.ethz.ch
@spcl_eth

7

Performance: Question Answering

Model #Params SQuAD v1.1 SQuAD v2.0

Ba
se

BERT 108M 90.4 / 83.2 80.4 / 77.6

ALBERT 12M 89.2 / 82.1 79.8 / 76.9

SSN-BERT 12M 90.1 / 83.0 80.7 / 78.0
La

rg
e BERT 334M 92.2 / 85.5 85.0 / 82.2

ALBERT 18M 90.5 / 83.7 82.1 / 79.3

SSN-BERT 18M 91.1 / 84.4 83.0 / 80.1

[Devlin et al., 2018; Lan et al., 2020]

1.4× faster training speed compared to BERT-Large on 128 V100 GPUs



spcl.inf.ethz.ch
@spcl_eth

7

Performance: Question Answering

Model #Params SQuAD v1.1 SQuAD v2.0

Ba
se

BERT 108M 90.4 / 83.2 80.4 / 77.6

ALBERT 12M 89.2 / 82.1 79.8 / 76.9

SSN-BERT 12M 90.1 / 83.0 80.7 / 78.0
La

rg
e BERT 334M 92.2 / 85.5 85.0 / 82.2

ALBERT 18M 90.5 / 83.7 82.1 / 79.3

SSN-BERT 18M 91.1 / 84.4 83.0 / 80.1

[Devlin et al., 2018; Lan et al., 2020]

1.4× fasless memory usage
compared to BERT-Large on 128 V100 GPUs
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